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Abstract

The richness and complexity of human and animal behaviour isiot even approx-
imately captured in experiments with situated and embodied arti cial agents,
which mainly aim at the investigation of reactive low level behaviour. This the-
sis explores a possible methodology to open up domains of bakour featuring
a higher degree of complexity: It incorporates ideas of a fuctional organisation
of behaviour, as e.g. proposed by Bernstein [4], in a modulaneural control
architecture for a simulated robot arm, which is evolved in atwo stage process
to generate complex handwriting trajectories. The undertken experiments are
critically revised and, on the basis of the experimental ndings, di culties and
bene ts accompanying a \functional compositionality" app roach to the genera-
tion of complex behaviour in evolutionary robotics are diswssed.
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1 Introduction

The summer that is now approaching its end is the rst summer | ever had
living by the sea, living, moreover, in an apartment right at the seafront, with
a balcony overlooking a little park and the beach. The presenhwork is the
reason why | am, nevertheless, pale as a piece of chalk. Whitke jolly masses
of tourists enjoyed sunbathing, if the weather permitted it, |1 spent the time
moving two burned matches about the surface of my desk, tryig to get my
head around the problem that | had chosen to investigate, howa planar arm
has to be moved in order to generate oriented straight linesand how it can
compose such oriented lines in order to yield more complex #jectories.

This thesis presents the results of a simulation study in evtutionary robotics
on hierarchically organised neural networks to generate aoplex behaviour by
means of combination of behavioural primitives | or \synerg ies", to adopt the
terminology of N. Bernstein, a pioneer in the theory of behavoural organisation.
It is assumed that such a functional decomposition of the comlex task, re ected
in the modular structure of the controller, leads to the formation of composi-
tional processes and eases the evolution of complex behauio The purpose
of this work is primarily exploratory, since research in the area of evolutionary
robotics has been mainly concerned with the investigation blow level reactive
behaviour. It pairs ideas from the stroke{based theory of trajectory formation
[19] in empirical handwriting research, which builds on theideas on the func-
tional organisation of behaviour outlined by Bernstein [4], with the methodology
of evolutionary robotics and hierarchical neural control, hoping to gain insight
on the problems and possibilities that a pairing of both lines of research brings
along.

The motivational and theoretical background to these studies is summarised
in section 2 of this work, the model and the experimental set{ip are explained
in section 3. The results of the experiments are presented isection 4, before
section 5 concludes with an critical analysis and interpreation of the obtained
experimental ndings and points into directions of possible future research.



2 Theoretical Background

This section is dedicated to the outline of the conceptual bakground of this
thesis and to the formulation of hypotheses and scienti ¢ qlestions. After a brief
introduction to the problem of complex behaviour in situated agent research in
section 2.1, the idea of behavioural primitives and its reléion to modular control
architectures is explored in section 2.2. Section 2.3 intrduces to the chosen task
domain of handwriting, before in section 2.4, the motivation and purpose of the
experiments performed in the course of this project are desibed.

2.1 Complex Behaviour and Situated Agent Research

Modelling behaviour in embodied agents, that are situated n and interacting
with a complex environment, has a number of crucial advantags when address-
ing questions of intelligent behaviour, most importantly, the symbol grounding
problem ([11]) does not apply, since the role of the experim@er is not that of an
interpreter of symbolic outputs, but rather that of an observer of a meaningful
interaction of an autonomous agent with its environment. Evolutionary robotics
is a sub{branch within the eld of situated agent research, in which evolution-
ary search methods are used for the \automatic creation of atonomous robots"
([20], preface).

Large parts of the research with situated and embodied agestin general and
in evolutionary robotics in particular have focussed on theinvestigation of low
level reactive behaviours, such as obstacle avoidance or ptotaxis. This thesis
aims at exploring how more complex behavioural domains can & approached
with experiments in evolutionary robotics.

A number of researchers have put e ort in investigating behaviour beyond
simple low level reactivity, following di erent paths and h aving di erent ideas
on what constitutes a higher level of behavioural complexiy. The formal cri-
terion of state{sensitive behaviour, in opposition to purely reactive behaviour
has not frequently been proposed as an indicator of complexdhaviour. Nol
and Floreano ([20], p.121 ) mention state{sensitivity as one possible way to-
wards more complex behaviour. The fact that recurrent neura networks, which
represent state{sensitive functions, are commonly used taontrol robots that
perform very rudimentary tasks is probably a reason for thislow popularity.
Instead, the criteria for what quali es as complex behaviou, opposed to what



simple behaviour, are frequently held a bit blurry. In the following paragraphs,
a number of publications that relate to the question of behavoural complexity
are summarised, in order to come to a working de nition for this work.

In his 1995 book chapter \Intelligence Without Reason" [5], R. Brooks points
out that behavioural complexity is not just a matter of task o r function but also
one of context: If an agent achieves to perform a certain behaour in a multitude
of di erent or varying environments, or if the agent is endowed with and makes
use of a complex sensorimotor apparatus, even a very basic lmviour features a
certain kind of complexity (compare [5],p. 65f), a fact that is easily overlooked.
However, in this work, complexity in that sense is not in the center of interest.

Another kind of complexity mentioned by Brooks is to become \more behavior{
speci c" ([5], p.59), which in his \subsumption architectu re" approach is achieved
by incrementally adding control networks to an already exiding controller, to
operate with it in parallel. In this reading, complexity could be described as
functional compositionality, since \each of the networks is a behaviour producing
piece of network in its own right"([5], p.60), i.e. behavioural units are combined
to yield more complex behaviour. Such a functional composibnality criterion,
although it largely relies on subjective judgment by the experimenter, is used
explicitly or implicitly in many publications that tackle t he question of complex
behaviour in situated agents and is also employed in this wdk.

There are two fundamental ways in which primitive behaviours can be com-
bined in order to generate more complex behaviour: Parallgl or sequentially.
Brooks' subsumption architecture can rather be assigned tathe parallel ap-
proach, as well as e.g. the experiments by Lara, Hdlse and Psemann [15] in
evolutionary robotics, in which independent phototactic and obstacle avoidance
modules have been combined to work in parallel. But also seantial behaviour
can be seen as complex behaviour, since a simple reactive mbwhose \actions
are either largely or exclusively determined by its immedide situation"[28] is
not suitable to perform sequential tasks, such as followinga particular path in
a mazé. Studies on sequential behaviour in situated arti cial agents include
e.g. [1, 18, 21, 28].

The division into the camps of \parallelists" and \sequenti alists" is not a

1K. S. Lashley introduced a similar thought in the eld of neur  oscience in his 1951 paper
\The Problem of Serial Order.". He outlines the \problem of s equences of action which cannot
be explained in terms of successions of external stimuli" ([ 16], p. 113), as itis evident in human
and animal behaviour. His paper was a reaction to the neurosc ienti c community focussing
on re ex like behaviours.



sharp one. In many of the cited experiments aspects of both, exjuential and
parallel combination of simple behaviours, can be outlined But from this crude
analysis two points can be made:

1. When talking about complex behaviour, people in the eld o situated
agent research tend to talk about adding up units of simple béaviour.

2. Experiments to combine units of simple behaviour normaly emphasise
either adding behavioural units in parallel or in sequence.

In this work, an e ort is made to generalise and explicate theidea of combining
simple behaviours in one way or the other, and a possible ardtecture to do so
is proposed and investigated.

2.2 Behavioural Primitives and Modular Architectures

The idea of behavioural or movement primitives is not at all novel. It is nor-
mally assigned to M. Arbib [2], who proposed so called \percptual and motor
schemas" as \concepts appropriate for the analysis of moreamplex behaviours™”
([2], p- 1458) in humans and animals. Motor schemas are vieweas \individual
control systems in the coordinated control programs" ([2],p.1463). One of the
examples he gives is the \formation of strokes under visual rad tactile control"
([2], p.1643) in handwriting. Arbib relates some of the coneptual framework
he proposes to empirical evidence, and justi es others to \@pear logically nec-
essary” ([2] p. 1458), though he expresses con dence that o@sponding neural
processes would be identi ed.

In his de nition of a motor schema, Arbib refers to the work of Bernstein
[4] and the Moscow school of motion study, who introduced thenotion of \syn-
ergy" for a functionally primitive motion pattern. Bernste in saw a hierarchical
organisation of complex movements as the key to the \degreesf freedom prob-
lem" (compare e.g. [4], p.125): The human body, other than most machines,
is a system of massive redundancy and tremendously many deggs of freedom
(counting e.g. every single muscle, or all neural connectits innervating mus-
cles), and it is hardly conceivable how controlling and coodinating all of them
simultaneously without any sort of organisation would be pasible. The com-
plexity of this control problem for the brain, as central behaviour generator,
would be cut down drastically if it was instead able \to contr ol complex move-
ment tasks, such as walking or handwriting, by issuing commads to a few



Figure 1: The same sentence written with di erent parts of the body, or limbs im-
mobilised, still appears the same in style. Figure from [13], p. 657.

muscle synergies, as opposed to specifying the movement paneters for scores
of individual muscles separately" ([10], p. 8). Paying tribute to this early formu-
lation of the idea of a functional organisation of behaviour, the terms \synergy"
and \primitive behaviour" or \functional primitive" are us ed interchangeably.

As evidence for a high level functional organisation of comfgx movements
in biological agents, Arbib refers to the capacity of a rat to follow a specic
learned path in a maze in spite of severe motor impairment ([B p. 1472,
[17]). Such ndings on \motor equivalence), i.e. \variabil ity of speci ¢ muscular
responses, with circumstance, in such a way as to produce angjle result."
([22], p. 153f) \[suggest] that the brain can translate a high{level plan [...]
into di erent patterns of muscular activation as appropria te." ([2], p. 1472).
Another example for motor equivalence is e.g. the fact that luman \handwriting
appears about the same regardless of the size of the letters the limb or body
segment used to produce them" ([13], p.659, see also gure 1)

But does a hierarchical structure of behaviour on a functioral level of de-
scription imply a hierarchical organisation of neural processes on a physical
level? Adopting a fuzzy working de nition of behavioural complexity, such
as the proposed notion of \complexity in the eye of the obserer", the same
question comes up in the context of model selection when woikg with arti-
cial agents. Do complex behaviours require a complex contl architecture?



Or should the perceived functional compositionality perhgs be put in the box
labelled \emergent"?

This work does not make any claims about the necessity for a etroller to be
organised in any particular way in order to master a complex aisk. It transfers
the ideas of complex behaviour as organisation of behavioat primitives to a
hierarchically structured control architecture, thereby hoping to gain insight
about the practicality or defects of such an approach. Also,although this is
not the key interest behind using a modular controller, the esident modular
organisation of the human and mammalian brain (compare e.g[8], ch. 3) makes
a modular architecture preferable from the viewpoint of bidogical plausibility.

Another reason for using a modular neural control architecure instead of
a monolithic network is evolvability. A problem in the evolution of complex
behaviour is that, even if a formal criterion for successfulbehaviour can be
found, an evolution based on selection of the best is frequély not able to
gradually improve behaviour in terms of this tness function when starting from
an initially random population, since often, none of the random individuals does
anything close to the required behaviour. This problem is c#led the \bootstrap
problem" ([20], p. 13). There is dierent ways how to face the bootstrap
problem, e.g. through an incremental increase in task comlxity or a low reward
for the acquisition of parts of the desired behaviour. Moduérity is another
way to tackle the bootstrap problem. Calabretta et.al. [6] have compared
the evolvability of modular networks and monolithic networks in a task domain
that requires the combination of di erent simple behaviours, demonstrating that
modular networks outperformed monolithic networks in both evolvability and
task performance. However, the monolithic network also evived to perform
well in the complex task domain. In general, it is hard to maintain claims
about the impossibility to evolve a monolithic network from scratch to perform
a complex task, but, to quote R. Paine and J. Tani, \the theoretical possibility
that one giant rst order network can carry out the same tasks as a modular,
hierarchically structured system implies nothing about the relative ease with
which either system can be generated arti cially or biologically." ([21], p. 9)

Predetermining the modular structure and the functional organisation of the
task certainly leaves out a number of highly interesting quetions such as the
origins of modularity and primitives of behaviour. These issues have been ad-
dressed e.g. in [22, 15] and [6], where the modular structuref the controller

10



is evolved along with the control parameters. The advantageof explicit assign-
ment of function to modules in a control architecture of xed structure is that

an interpretation of the results is straight forward: in the assumed hierarchical
architecture, the activity in the coordination network and the consequent be-
haviour of the robot can be directly interpreted as an organsed interaction of
the synergetic modules, whose primitive functionality is understood.

2.3 Handwriting: An Organised Behaviour

\The most speci c di culty of writing letters is not located in the
performance of their individual strokes but rather in the poduction of
complex combinations of strokes in ever changing spatial,natomical
and motoric contexts.\ ([26], p.5)

The favourite robotic platform in the research with situate d agents is with-
out a doubt the wheeled robot. Almost all of the cited experiments in the
investigation of complex behaviour employ simulated or actial wheeled robots,
to perform complex tasks, such as following a path through a raze or removing
objects from an arena. In this work, a simulated robot arm is wsed instead, and
the complex task domain chosen is handwriting.

Morasso et. al. [19] propose the \stroke based model of trafgory forma-
tion", in which a stroke is conceived as an abstract conceptn the Euclidean
space, characterised by an orientation angle and a curvat@. Their theory is
explicitly following Bernstein's ideas as they are presergd in section 2.2. The
empirical fact that such strokes are generated with a stablebell shaped velocity
pro le in the drawing hand, whereas joint angular rotations vary signi cantly
across di erent starting point directions and amplitudes of movement is seen
as evidence for the hypothesis that the \CNS is likely to coneive of motor
programs in terms of spatial coordinates of the hand rather han in terms of
muscle and joint patterns " ([19], p.83). Complex trajectories are thought to be
generated by means of a linear superposition of strokes.

Grossberg and Paine [10] have taken up this idea of synergetistrokes as
functional units in handwriting, although they conceive a stroke as a straight,
not a curved, oriented line segment. Their learning model ofhandwriting fea-
tures asynchronous and synchronous activation of strokeggsulting in a curved
line or a straight line respectively (compare gure 2).
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Figure 2: The superposition of two strokes is assumed to result in the generation of a
curved trajectory, with the curvature depending on the timi ng of synergy activation.
Top: expected trajectories, bottom: Timing of the activati on of two di erent strokes,

each with a bell shaped velocity pro le. Figure from [10].

Stroke based models of trajectory formation provide a more han suitable
framework for the present purposes: Oriented strokes as atns in a composi-
tional coordination process allow parallel, sequential oreven overlapping organ-
isation. Also, since joint angles and individual joint movements are not trivially
linked to the generation of a stroke, the fact that a synergy & afunctional, rather
than an anatomical primitive is emphasised and accounted foin the model.

Another advantage of the domain of handwriting is that, alth ough it is nor-
mally assumed to rely heavily on visual inputs, with practice, handwriting move-
ments \become automatic, error{free movements which can egn be performed
without visual feedback.” ([10], p. 4) Hence, the task can beperformed solely
relying on proprioceptive inputs, which allows a radical reduction of the sensor
space in the model.

2.4 Evolving Complex Handwriting Behaviour

Inspired by Arbib's notion of \motor schemas" and Bernstein's idea of \syner-
gies", this work uses simulation experiments to investigaé complex behaviour,
as it can be generated by a hierarchical, functionally orgaised, modular neu-
ral network controller. Handwriting, as it is conceived in the theory of stroke
based trajectory formation [19, 10], appears an appropriat task domain for this
enterprise.

The controller is generated in a two stage evolutionary proess: The syner-
getic networks to produce oriented strokes are evolved in @ation in a rst set
of experiments. The high level network to coordinate their ativity is evolved in

12



a second stage. Possible coordinative tasks include sequiah activation of the

synergies (i.e. drawing of edges), parallel activation of yergies (i.e. drawing
of diagonal lines) and overlapping activation of synergieqi.e. drawing curved
lines).

The scienti c interest behind these experiments is mainly exploratory. Can
such an architecture be used to generate complex movements®™ not, what
are the problems? Furthermore, the processes taking placea ithe coordination
module are analysed and evaluated with respect to the insighthey give about
the organisation of synergies to yield complex behaviour. fie computer simu-
lations are understood as an \opaque thought experiments” a proposed in [7].
This means their explanatory capacity is to take the assumpions made in this
section beyond the cognitive limits of human reasoning andér to prove conclu-
sions wrong, that had been drawn from the premises fed into te model. In the
latter case, an exploration of the exact inconsistency in tke course of argument
is required.
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Figure 3: A screen shot of the simulated robot arm.

3 The Methods

The experimental set{up, that had already been sketched in ection 2.4, is de-
scribed in this section in detail. The simulation of the robot arm is introduced

in section 3.1. In section 3.2, the modular neural network tocontrol the arm

is presented. Section 3.3 presents the genetic algorithm #t has been used to
determine the parameters for the network modules, as well athe performance
criteria used in the evaluation of individuals. The entire experiment has been
implemented in C++, using the open source library ODE (open dynamics en-
gine) [23] to simulate rigid body dynamics. The code for the gperiments can
be found in appendix ??.

3.1 The Robotic Platform

The experiments were performed on a simulated robotic arm @tform. The
arm consists of two cylindrical segments that are equal in mas and size, a
\forearm" and an \upper arm". The arm has just two degrees of freedom that
enable it to move in the horizontal plane (for a screen shot ofthe simulated
robot arm see gure 3). While the joint connecting the forearm to the upper
arm (i.e. the \elbow") is restricted to movements in a range o 180, similar
to a human elbow, the joint connecting the upper arm segment 6 the mount
(i.e. the \shoulder") is not restricted at all. However, the tasks only require the
arm to move within a \natural" range of positions. With this p latform, every
point in the near space of the arm, i.e. the space within reachcan only be
reached through a single arm position. Considering the facthat synergies were
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Figure 4: A sketch of the arm, indicating the di erent sensor and motor values applied.

proposed by Bernstein as a means for a coordinative process teduce degrees of
freedom in a control task, it is arguable if choosing such a nrmimalistic platform
helps to make a point for a synergetic theory of organised bedviour, but due
to a tight time frame, the model complexity had to be held in strict bounds. A
\pen", a third, smaller cylindrical object that can be lifte d from and dropped
on the ground, is attached to the end of the arm. Dry friction is applied at all
joints, as well as contact friction if the pen touches the graind. Problems arising
from the contact friction model implemented in ODE is discussed in section 4.1.

The robot control only relies on proprioceptive information and external
signals, no visual information is accessible to the contrdér | another decision
made for the sake of model simplicity.

Apart from modules to generate strokes, the robot is equippd with another
primitive behaviour, i.e. to move the arm to a target spot Z in the near space
of the arm. Dierent sensory values are required for the dierent tasks. All
together, ve di erent sensor values are fed into the network (see gure 4):

S1 The distance between the hand and the target spoZ in unit length

S, The dierence in angle between the lineelbow{hand and elbow{Z in radi-
ans.

S; The di erence in angle between the lineshoulder{hand and shoulder{Z in
radians.

S, The joint angle in the shoulder in radians.
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Ss The joint angle in the elbow in radians.

The motor values with which the arm is controlled are positive or negative
torques applied to either of the hinge joints (M1.2) and a positive force to lift
the pen (M3, gravity brings the pen down). The choice to apply torques to
the joints, rather than to use motors to directly set the angular velocity in the
joints was a rather arbitrary one and may be revised in future versions of the
simulation, because motors work more stably in ODE. For detds about the
simulation, see the code in appendix??.

3.2 The Control Networks

The robot arm is controlled by a modularly structured contin uous time recurrent
neural network (CTRNN, compare e.g.[3]). The dynamics of nerons n; in a
CTRNN of N neurons are governed by

day (t X
B aw+ T w @O )

j=0
where (x) = ﬁ is the standard sigmoidal function, w;; is the connection
strength from n; to n;, |; is the external input directly fed into n;, by is its bias

term and ; is the time constant scaling the exponential decay of the neral
activity & across time. The weightsw; [ 7;7] and the bias termshy [ 3;3]
are set by a genetic algorithm (see section 3.3). The conneegtty structure
of the networks is predetermined (see gure 5), if two neurors n; and n; are
not connected, their synaptic weight is set tow; = 0. The time constant ;
is also evolved from the range [5fs; 5000ms] in the synergetic networks and
[50ms; 50000ns] in the coordinating network.

The whole network consists of 78 neurons that are structuredn six di erent
sub{networks:

C The coordination network (12 neurons) that provides the sigrals for the
respective lower level networks to become active.

P The positioning network (14 neurons) that moves the arm to a farget point
Z on the plane.

U The network for drawing lines \upwards" along the absolute y{axis in the
plane (13 neurons).
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Figure 5: The network architecture in the network modules. Left: Coor dination
network C. Middle: Positioning network P. Right: The straight line drawing networks
U;D;L and R.

D The network for drawing lines \downwards" along the absolute y{axis in
the plane (13 neurons).

L The network for drawing lines to the \left" along the absolut e x{axis in
the plane (13 neurons).

R The network for drawing lines to the \right" along the absolu te x{axis in
the plane (13 neurons).

If necessary, the network parameters are indexed with a supscript letter to
avoid ambiguity, e.g. w§, for the connection weight from n; to ng in the left{
drawing network. The choice to take the four \cardinal directions" as orientation
directions for the synergy{modules was made because vertdt and horizontal
lines appeared to be plausible building blocks to generateelters.

All of the subnetworks have a layered network architecture €ompare gure
5): A layer of input neurons is fed with the respective sensor inputs. These
sensory inputsS; are multiplied by a sensory gainsg [0:1; 20] that is genetically
set

li=S sg (2)

The input neurons project onto a layer of fully connected hidden neurons, which
then project to a layer of output neurons. A single neuron in the P network
is solely responsible for the control of the pen, since the mmitioning of the
pen is the only task that requires a lifting of the pen. This motor neuron

17



is directly connected to the input layer, and not to the hidden layer. In the
functionally primitive networks, the signal provided by th e output neurons of
the coordination network are treated as sensory inputs, i.eif n§ gives the signal
to draw to n;, then I} = sgf  (af§).

The line drawing networks U;D;L and R receive just the joint angles as
proprioceptive input, which do not have a trivial relation t o their respective
task, whereas the positioning networkP is fed with the distance to the goal
position and two angular error inputs. This decision has bea made to facilitate
evolution of the P network, which is not considered as a central component of
this work. The coordination network C is fed only with the distance of the hand
to the goal position. It is expected to rely on this quantity b ecause moving the
pen to a certain spot, other than line drawing, can be expectd to substantially
vary in time across trials, so monitoring the activity of the signal to P does not
provide information on whether the pen is already there. Forfuture experiments
it is conceivable to feed theC network with di erent signals as well, e.g. to use
initial sensitivity of the network to generate di erent com plex trajectories, in a
similar way as di erent synergies are realised by the same nwork in [21].

Every low level network has four motor neurons, two for each inge joint.
As already mentioned, the P network has an additional neuron to lift the pen
o the ground. If nn;;i = 1;2;3;4 are the four motor neurons to control the
hinge joints, in each of the networksj = U;D;L;R;P

Mi=mgi( (@) (o) Mi=moh( (@) (@) (3)

where mg{ is the motor gain in network j for the respective motor value M;,
that is genetically set from [0:1; 20]. For the output of the entire network, the
outputs of the sub{networks are simply summed.
X .
M2 = M 1;2 4)
i=P;UD;L;R
This decision again was made to keep the model simple, althah it raises some
problems for the simultaneous activation of synergies, sice the relation between
the torques applied at the two joints and the resulting movement of the arm is
non{linear, an issue that is further discussed in sections 4.3.
The lifting of the pen is simply steered by

Mz = mgf (afs) (5)
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Figure 6: The overall architecture of the controller.

The architecture of the whole network is depicted in gure 6.

The behaviour of the network is simulated using Euler integmation with a
time{step of 10ms, the same time step as used in the simulation of the arm in
ODE.

3.3 The Evolution

The parameters of the control network are evolved with a genetional genetic
algorithm in a two stage process. First, the synergetic modles (U;D;L;R;P)
are evolved to perform their tasks independently, then the oordination network
C is evolved to combine the activity of the previously evolvedsynergies in an
adequate way.

The genes evolved are real{valued in the in the interval [01]. All values are
mapped linearly to the target range, apart from the sensor gins (sg} ), the motor
gains (mg{) and the time constants ( ,’) which are mapped exponentially. The
individuals are reproduced using truncation selection, wih a trunk of the ten
individuals ranked best in the population of 30 individuals. Vector mutation is
applied to the whole genotype ¢ [0:3;0:8]).

Di erent tness functions are used for the di erent tasks. | n the evolution
of the synergies, one factor is the obedience to the input sgnal (t) that is
provided as a Boolean (i.e. (t) = 1 if the network is supposed to become active,
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= 0 otherwise). The term punishing activity in the absence of a stimulus is

z
T 1

o 1+: (1) k (le(t)j+jMz(t)j+jM3(t)j)dt

(6)

where T is the number of simulation time steps andk is a suitable constant.
In most of the runs k is chosen very high (e.g.k = 100), because even slight
motor activity in the absence of a stimulus leads to undesirale interferences of
synergy activity when adding the motor values.

For the positioning network, the tness function FP = with
A ) Si(t)? 0 Su(t) &t
0 S$1(0)? Si(t) + k(iMa(t)j + jM2(t)j + [M3(t)])
)

where (t) is the Boolean function that returns 1 if the pen touches theplane and
0 otherwise. This tness function rewards diminishing the initial distance. The
last factor, which punishes network activity with decreasing distance from the
goal, is included to suppress locally maximal solutions thainvolve oscillating
around the target. With improving solutions it can be weakened (k ! 0) or
even omitted.

The straight line drawing is evaluated with F' = ' ;i = U;D;L;R where
I is the evaluation for the resultant drawn line
; 1 1 jdo d'j
= 4 - 1 — 8
1+ ks ( ')2 1+ky V do ®)

with T as the angular deviation of the regression line to the desit drawing

direction (i.e. horizontal or vertical) and V' the variance with respect to the
regression line. The regression lines are computed accongj to [25]. For the
U and D networks, the x{squares are minimised, for theL and R lines, the
y{squares are minimised. dy is the desired length of the line to be drawn be
the network, which is proportional to the duration of the sti mulus (t) = 1. In

future models, it may be considered to change the relation bveen stimulus
time and the expected length of the drawn line, because the mael does not
promote a constant velocity curve (compare section 4.1.2).d" is the length of
the actual distance travelled by the hand during stimulus presentation in the
desired direction in x or y coordinates respectively. Ifjdy d'j > do, that

last factor is set to 0. The constantsk; and k, are set depending on how the
evolution proceeds, e.g. if the networks tend to produce lies that are straight
but go in the wrong direction, k; is increased. The ' term is computed on the
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basis of data monitored every fth time step. The fact that th e arm can move
at di erent velocities biases the estimates of line angle ad straightness, since
there are more data points collected, if the pen is moved sloly, or not at all. In
future experiments, these estimates will possibly be madetsctly on the basis
of the resultant line drawn, or at least data points from periods where the arm
is standing still will not be considered.

For an evaluation run, the simulation time T was set with uniform distri-
bution from the interval [1500; 4000] for the drawing networks, and [50007000]
for the P network. For the stroke generating networks, the period of §mulus
presentation was set with uniform distribution from [200; tmax ] Where tpax IS
the maximum possible time of stimulus presentation such thathe proportional
desired length of the drawn line does not go beyond the near sgge of the arm
and the stimulus o set does not come closer than 500 time stepto the end of
the simulation. The onset of the stimulus was computed with wiform distri-
bution from the interval [500;tsim ] where tsim is the latest possible time step
to set on the stimulus and not violate any of the before mentimed constraints.
The neural activity a; was initiated with & = K+ ", where" is a small random
number with uniform distribution from [ 0:5; 0:5].

The performance of each individual was evaluated on the basiof several
evaluation runs. Various ways of joining the scores from dierent trials were
tried, since the simple averaging led to a specialisation ofhe networks on a
limited set of situations. For the same reason, it was made s that the di erent
trials to be combined in one evaluation were \representative" for the whole
problem space. These arrangements are addressed as well gcgon 4.1.1.

The tness for the C networks FC are dierent depending on the task
evolved. The two experiments presented in this report are psitioning the pen
and subsequently drawing a straight line C;) and drawing a diagonal line (C,).
For the diagonal line drawing task, F€2 = ' can be re{used with according
alterations. Since there is no external signal, the term can be omitted. For

the sequential task, tness is given byF ¢! = (1+1) with
s1(0) jdo  d'j jdo dj
= 1 1 —— +k 1 ———= 9
s1(to) do do ®)

where tg is the time step where the pen rst touches the ground, andk is a
very small constant. In these settings, (t) is dened as (t) =(t tg). The
last term is included to give individuals that only approach the desired starting
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point a slight advantage over individuals that do nothing at all. The other term
in the tness function, is given by the Boolean function
Zq
= () (Hdt (20)
0

and penalises a lifting of the pen from the ground after the dawing of the line
has begun. Since in theC; experiments, only theP and the U network are used,
it appeared not necessary to reward or penalise the orientan or straightness
of a drawn line.

Evaluation is based on four trials, that are of a xed length (T = 7000 for the
sequential task andT = 2000 for the parallel task). Starting positions and goal
positions from which to draw are chosen randomly from the topright quadrant
of the near space. The network initialisation is analogous ¢ the one applied in
the evolution of the synergies.
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Figure 7: Left: A sketch to indicate the required movement direction i n order to draw
a line to the left from di erent starting positions: Even ift he starting angles in either
shoulder or elbow are very similar across positions, a dierence in the respectively
other joint angle may require the application of a completel y di erent torque. Right: A
typical tness diagram, maximal and average performance pl otted against generations.
Although the situations on which the individuals are evalua ted in this evolution are
very similar across generations, tness goes down after gereration 200.

4 Results

In this section, the results obtained with the outlined experiments are presented.
Section 4.1 discusses the evolution and performance of thgreergies, before in
section 4.2 the experiments with the coordination network ae summarised. The
graphs in this section were generated with MATLAB, using data monitored
during execution of the programs.

4.1 The Synergies

The results from the rst stage of the experiment, i.e. the generation of networks
to realise primitive behaviours, are presented in this sedbn. The evolution of
these networks will be summarised in section 4.1.1, beforeestions 4.1.2 and
4.1.3 analyse how the resultant synergies perform in isol&n and in combination
respectively.

4.1.1 Evolution

It was explicitly sought for a task that is functionally simp le, but not a trivial
control problem, but in the end this ambition may be the Achil les heel of the
whole project. Practically, what is asked from the synergia is to conceptualise a
world consisting of joint angles and their change upon the aplication of torques
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in terms of an abstract Euclidean space. The non{linearity d the task to draw
a line of a xed orientation relying solely on joint angle information is tried
to illustrate in gure 7 (left): Even the signs of the torques that have to be
applied to both joints cannot be derived from either one of the joint angles
individually, but rather depend on their conjunct state. As an anticipation,
networks to actually realise synergies whose functionalit could be described in
terms of the Euclidean space could not be evolved. In their larning model of
synergetic strokes, Grossberg and Paine [10] assign a veryucial role to visual
inputs. Presumably, visual information could ease the evaltion of synergies
that realise the transformation of the control problem to th e Euclidean space.

Because of the just described complexity of the synergeticasks, the boot-
strap problem made itself noticed already in the evolution d the supposedly
primitive synergies. If a population acquired the skill to solve the task for one
class of starting positions, typically, performance in andher class of starting
positions went down. Such antagonistic interactions may beone reason why
evolving these controllers was so hard, especially since ¢he are a lot of local
maxima in the tness landscape, e.g. in the evolution of theU module, sim-
ple extension of the arm yields quite a high tness value in a &rge number of
situations.

In order to face these unpleasant e ects, some arrangementsere made: To
avoid the antagonistic interactions, every evaluation induded a token trial of
every \type" of starting positions, and the tness scores were combined in a
way that punishes specialisation on a particular part of theproblem space. The
most successful technique turned out to be an initial multigication of tness
scores from three or four positions that required a radicaly di erent behaviour,
so the controllers acquired very rudimentary skills for the whole problem space.
Afterwards, the controllers were tuned by evaluating them in more variable
environments and more situations, and the tness values fron di erent trials
joined in one evaluation were combined in a way that gave higar emphasis to
less successful trials, e.g. by averaging the two worst outanes or exponentially
increasing the weight of a single evaluation with its rank. The optimisation of
the controllers for straight line drawing was a tightrope walk between trying
to improve performance in particular situations, without c ompletely losing it in
others, and required close supervision of the evolutionanprocess and careful
tuning of the GA. The problem of local maxima has been faced byexplicitly
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setting the tness to O if a locally optimal, \stupid” soluti on could be detected.
Even with these corrections, the problem still seemed badlysuited for evolu-
tionary search, since performance did not just stay on a lowdvel but even went
down after having climbed to a relatively higher level of peformance: gure
7 (right) shows a typical tness diagram demonstrating that the GA did not

always work towards maximising the tness function.

Another factor in the bad evolvability may have been that it was hard to
formalise the requirements towards the controllers: The tness function was
quite noisy, e.g. it tended to give a lower tness value to evéduation trials in
which the stimulus time was shorter, because \overshooting of the goal could
signi cantly decrease tness. In general, the evaluation d a simulation run
by tness function could not always be found to correspond to the intuitive
rating of the behaviour. Some improvements to the tness furction are planned
(compare section 5.2.1).

It is quite likely that the unpleasant e ects of the friction model employed in
ODE (see section 4.1.2) on the controller performance alsaatributed to the low
evolvability. Unfortunately, there was not enough time to test this hypothesis
by evolving the networks from scratch without modelling corntact friction. Two
controllers that act in a frictionless world have been evohed starting with the
successful controllers from the experiments with friction but their evolution
did not give clear indications about the role of contact friction in the problem
of evolvability: Although some partial behaviours seemed b evolve much more
easily, the general problems outlined in this section appe@d to persist, and new
problems occurred. It has to be added, though, that little time and thought
were spent on these evolutionary experiments.

The evolution of the pen positioning network, although moretime consuming
than expected (it took 1500 generations), went on much more successful.
Evolutionary techniques work well on problem domains in whith a sequence of
small changes that each mean an improvement of behaviour lebto a solution
to the problem, which is the case in the positioning network, where the ve
motor neurons could more or less individually \discover" how they can take
part in solving the problem. In spite of the principal suitability of that problem
domain for evolutionary search, the GA was guided in that theindividuals were
evaluated on four representative positions, which requirdhem to take di erent
actions, and two random positions. An extra term punishing high activity in
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L Id T e Jii [i5 [v [ v |
0.5966] 0.2840] 0.1921] 0.1279] 0.0136 | 0.0031

0.5690| 0.1221 | 0.3555| 0.1376| 1:094% * | 1:675&
0.6288| 0.0536| 0.4128| 0.2781| 8:770® * | 4864% °©
0.6781| 0.3424] 0.4090| 0.1351| 0.0060 | 2:046%

O oc

Table 1: Average performance in d (deviation from desired line length one), (de-
viation of the regression line angle from the desired orientation) and v (mean squared
deviation of data points from the regression line), as well as the variance from these
values, for the trajectories depicted in gure 8.

the vicinity of the goal position suppressed oscillatory stutions. Another factor
in the better evolvability may have been the fact that the task of positioning
the pen does not involve a sliding of the pen, so the problemsssociated with
the contact friction model in ODE do not apply (compare section 4.1.2).

4.1.2 Performance

This section presents an analysis of the performance of thevelved synergies.
The parameters for the investigated networks, as the contrier reads them from
a le, can be found in the appendix ??.

Figure 8 shows the trajectories followed by the evolved strke generating
networks U; D;L and R if started from points on a grid with grid squares of
unit length, with a stimulus presentation time corresponding to a desired line
length of 1. It can be seen that the controllers vary in perfomance (straightness,
length and angle) between di erent areas, so they did not meethe requirement
to realise a certain de ned behaviour regardless of sensariotor context. Table
4.1.2 shows the average deviation in angle, straightness dnlength from the
desired outcome averaged over the displayed starting posans for the di erent
networks. Controllers could be easily evolved to reach muchigher tness scores
if evaluation was restricted to a small area of starting situations.

Another phenomenon that can be noticed in gure 8 is that in some situ-
ations the lines seem to be \unnaturally" straight. Since from the controller,
such a behaviour could not be explained, the suspicion thathe simulation in-
duces such a bias towards exactly vertical or horizontal trgectories came up.
To test it, the angular sensory inputs S4 and Ss as well as the starting positions
were rotated by an angle of 45, keeping the controller and all other parameters
unchanged. Figure 9 (top) shows that, indeed, by that rotation of the world
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Figure 8: The trajectories of the evolved U; D; L and R network from di erent starting
positions if presented with a stimulus that corresponds to a desired line length of one
unit.

model, the tendency to move on exactly horizontal or verticd trajectories turns

into a tendency to move on exactly diagonal trajectories . Tle e ect seemed
to be stronger for starting positions with x(0) 0. Analysing the controller
activity revealed that the mean absolute torque applied to the elbow joint dur-

ing stimulus presentation was much smaller for the 11 trialsthat started at a

position with x(0) 0 (jM,j = 0:2754) than it was for the 8 trials with x(0) < 0
(jM2j = 0:7492). So it seemed that the e ect had something to do with beng
\dragged along" of the forearm by the upper arm, instead of adively controlling

it.

Figure 9 (bottom) shows the same experiments for simulatiorruns without
contact friction: In spite of turning the world model by an angle of 45, the
trajectories remain unaltered. The e ect hence seems to be aesult of the
sliding friction model in combination with the constraint f orce model in ODE.
Contacting the ODE community about the observed phenomenondid not yield
an explanation. This bias induced by the contact friction model o ers another
possible explanation for the bad evolvability of the contrdlers: If relaxing the
elbow joint can yield a near optimal result (at least in terms of angle and
straightness) for a large part of the problem space, every pssible motor activity

27



Figure 9: The change between trajectories followed by the arm in the normal world
model (left) and the world model rotated by 45 (right). Top: With contact friction.
Bottom: Without contact friction. (The slight dierences b  etween the two trials
without contact friction are probably due to dierent rando m initialisation.) The
neural controller was the same in all trials.

at the elbow joint can only lead to a decrease in performance.Consequently,
active control of the elbow joint, as it is necessary for coveang the whole problem
space, could probably not be built up.

Although the project was already quite advanced at the discoery of this
problem, two of the synergetic networks, the U and the L network were re{
evolved in a world model without contact friction, starting evolution with the
successful population from the experiments with contact fiction, resulting in
two new controllers called U° and L% Figure 10 shows the trajectories these
networks produce from di erent starting positions when presented with a stim-

L ld [ [ii [y [V [ v |
UY [ 0.4790] 0.0298] 0.3360] 0.0570] 1.787% ° | 8:399% °
L7 0.5731| 0.0863| 0.6226| 0.1915| 1:328% * | 5:399% °

Table 2: Average performance in d (deviation from desired line length one), (devi-
ation of the regression line angle from the desired orientation) and v (mean squared
deviation of data points from the regression line), as well as the variance from these
values, for the trajectories depicted in gure 10.
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Figure 10: The trajectories of the new U° and L° network from di erent starting
positions if presented with a stimulus that corresponds to a desired line length of one.

Figure 11. The velocity curves (top) for rectangular stimuli (bottom) . Left: The
L network. Right: A newly evolved L network that was particularly responsive to
the stimulus o set, but just achieved to solve the task in a sm all part of the problem
space.

ulus that corresponds to a desired length of one unit, table Zhows the averaged
deviation in angle, length and straightness. Comparing thee values with those
in table 4.1.2, it can be seen that the average performance omparable in both
experiments, but the variance in performance across startig positions seems to
be lower in the experiments without friction, which is probably due to the fact
that in a world model including contact friction, passivity of the elbow joint
either leads to a remarkably good or a disastrous performare Thus, the U°
and the L° networks come closer to the requirement to generate a funatinally
constant behaviour regardless of sensorimotor context, #ough their level of
performance is still not satisfactory considering the rolethey play in the context
of the entire controller.

Another interesting aspect to investigate is the velocity aurve with which the
hand follows its trajectory. Although grasping and stroke drawing are known to
exhibit a bell shaped velocity curve of the hand in human subgcts (compare e.qg.
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[10, 19]), the term in the tness function used for the prese nt experiments
promotes a constant linear velocity. However, the velocity observed in both
the models with and without contact friction resembles a bel (see gure 11,
left). Since the evolved networks generally were only sensve to the onset
of the stroke, not to its duration (or only in case it was very short), another

network to draw a line to the left was evolved, with emphasis ¢ maximising
the correspondence between line length and stimulus time, it only solving the

problem for a small part of the problem space, to see whethertte velocity levels
in case the network is asked to draw a very long line. Figure 11right) shows
that in the evolved network, velocity never reaches a constat level, rather,

it shows a sequence of two phases of linear acceleration, lfmked by negative
linear acceleration of the hand. These two phases correspdro the subsequent
activity of the elbow joint and the shoulder joint. In general, it is rather the

angular velocity in the two joints that follows the shape of the bell than the
linear velocity of the hand. This tendency can be easily ex@ined from the
simulation model, taking inertia and a building up of activity in the motor

neurons into consideration, which do not permit an abrupt change of angular
velocity in the joints. What looks like the emergence of the able bell shaped
velocity pro le observed in human subjects at the rst glance actually turns

out to be a phenomenon on the plain physical level, rather tha in the abstract
Euclidean space the synergies were expected to built up.

In summary, the synergies do not realise the behavioural buding blocks
they should realise. Therefore, it is questionable whetheand in how far a high
level network that is supposed to coordinate functionally well de ned modules
can achieve to perform a complex task if working with the synegies investigated
in this section.

The positioning network, which does not su er from the problems related
with contact friction because it operates with the pen not touching the ground,
and which does not have to perform a transformation of the prdlem space,
shows a decent performance. In a set of 60 di erent starting ad goal positions,
it achieves to approach the goal point after 4000 time steps 0 average to a
distance ofd = 0:6794 units (Variance 4 = 0:2080). This corresponds to an
average decrease of initial distance by a factor of 0.3771 (@npare table 3).
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4.1.3 Interaction

This section discusses the interaction of the evolved netwis, and general issues
that have to be taken into consideration when combining the ativity of di erent
synergies to a single motor output.

The rst lesson to be learned from the experiments performedn the course
of this dissertation is that there are better and worse ways 6 doing nothing. In
initial experiments, the evaluation of the behaviour in the absence of a stimulus
was based on the motion the arm, rather than on the motor valus. So the
controllers tended to constantly apply small torques to the joints, or even a
large torque to the elbow joint, if it was at a joint limit, bec ause it did not have
an e ect on the arm position. Also, the neurons were initialised with y; (0) = 0,
rather than with a random value close toy; = b. These controllers, although
individually performing as good or even better than the onesinvestigated in
section 4.1.2, are not capable to work together if their actvity is added (compare
gure 12, bottom). Their motor outputs in the absence of a stimulus, along with
the building up of activation when perceiving, but not generating motion of the
arm summed up in a way that makes a reasonable control by addig the motor
outputs of the ve synergies impossible.

A re{evolution of the synergies from scratch, punishing anykind of motor
activity in th absence of a stimulus, and starting the simulation with a random
activation close toy; = b, resulted in the synergies that were investigated in
section 4.1.2 and whose values can be found in appendB?. When presenting
the stimulus to just one of these networks, but adding the acivity of all them,
the performance remains practically unaltered (compare qire 12, top). Only
the starting points are slightly shifted in some of the casesbecause the posi-
tioning network tends to perform a little initial leap, depe nding on the random
initial activity.

Unfortunately, the performance of the line drawing network is not fully pre-
served if it is combined with other networks. Table 3 shows ha performance
goes down in that case. The impairment of the positioning capcity is due to
the building up of motor activity in the line drawing network s, if the position-
ing network moves the pen to areas that are not normally accesed by the line
drawing networks, e.g. the lower half of the near space. Evewith the improved
tness function, the fact that the low level networks are supposed to act in a
context of joined activity was not fully taken care of. However, not all of the
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Figure 12: The performance of the D network in isolation (left) and in combination
with the other synergies that are not provided with a stimulu s (right). Evolution based
on computation of tness on the basis of motor values (top) an d velocity (bottom).
The slight displacement of starting points in the top right e xperiment is due to leaps
performed by the P network in the rst 10 time steps that were not part of the
evaluation.
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[SM | s [ sg |

P 0.6794| 0.2080| 0.3771
P+U+D+L+R | 1.1735| 0.8020| 0.5252
P+U 0.6196| 0.0804| 0.3558
P+ U° 0.6564| 0.0977| 0.2080

Table 3: Performance of the P network, singly or in combination with other synergies
(S1(T) = distance from goal after 4000 time steps, S;(0) =initial distance). The fact
that the P network is even slightly better with the U network than without is probably
due to random initialisation.

Rl

Figure 13: Trajectories of the arm when superposing the activity of the R and U
network (left) or the U°and L° network (right) if both synergies are activated simul-
taneously.

networks have such a devastating e ect on the performance othe P network:
Combining the activity of the P network and the U or the U° network does
not show any noticeable decrease in performance (comparehlie 3), so for the
complex sequential task, moving the pen to a certain spot andhen drawing a
line upwards seems an intelligible choice.

Even though the sliding friction model in ODE induces a bias owards fol-
lowing a 100% vertical or horizontal trajectory in the model, exploratory testing
with di erent possible combinations showed that for parts of the problem space,
a synchronous stimulation of the U and the R network does actually result in
the generation of trajectories that come close to a diagondine (compare gure
13, left). A coincident stimulation of the U°and L° network results in a compa-
rable performance for the same part of the problem space (segure 13, right,
and table 4.1.3).

Even if there were no di culties with the ODE friction model o r the per-
formance of the evolved synergies, the fact that a simultaneus stimulation of
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| [d [« [ii [45 [v [ v |
R+ U ] 0.7681] 0.0850] 0.4570] 0.0696] 6:497( ° | 5:404%& °
L7+ U || 0.2820] 0.0299] 0.3155| 0.0366] 0.0037 | 3:912% °

Table 4: Average performance in d (deviation from desired line length one), (devi-
ation of the regression line angle from the desired orientation) and v (mean squared
deviation of data points from the regression line), as well as the variance from these
values, for the trajectories depicted in gure 13

the synergies actually leads to the generation of a diagondine is at best lucky.

Because of the non{linearity of the control problem of a multi jointed arm, a

relation that exists on the task level cannot be assumed to béransferable to the

level of motor control?. In general, a linear superposition of synergetic activ-
ity cannot be expected to lead to the same behaviour in di eret sensorimotor
contexts, even if the behaviour generated by the synergies ag uniform, which

makes a coordination by the uninformedC network even more problematic.

These points may seem obvious, but actually, this delicate dsue has been
failed to be considered in this project. The fact that simple addition of motor
outputs did work for parts of the problem space, together with the fact that
initially, the focus of the project was on the generation of £quential behaviour,
may count as an excuse for this neglection. The learning moddor sequen-
tial handwriting movements by Grossberg and Paine [10] andts predecessors
provide examples of how a stroke based theory of trajectorydrmation can be
modelled without coming short in that respect.

To conclude this section, from the rst set of experiments, €vere drawbacks
in both, the selected model and the obtained synergetic netarks can be re-
ported. The synergies do not exhibit a stable functionally primitive behaviour
independent of context, and the fact that synergy activity is combined on the
anatomical, not on the functional level is a potential soure for further func-
tional variability. The coordination network to be evolved in the second stage
of the project cannot be expected to compensate for such shimomings, because
it does not have access to variables relevant for the resolign of these problems,
since it works independent of actual joint angles and motor atputs.

2Spong and Vidyasagar nicely explain the exact relations bet ween di erent variables in the
control of a planar arm in their book \Robot Dynamics and Cont  rol." [24].
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Figure 14: Left: The rst 270 generations of the evolution of the sequen tial task Ci.
Right: The rst 200 generations of the evolution of the paral lel task C,.

4.2 The Coordination Network

Given the just described problems with the evolved synergige and their inter-
action, the initial ambitious plans for possible challenges that a coordination
network should meet had to be lowered to a realistic level. Tw dierent be-
haviours were chosen to be evolved in theC layer, a positioning followed by
the drawing of a line upwards, as a behaviour that can be expded to lead to
a sequential composition of synergies, and drawing a diagah line to the top
left in the top right quadrant, which is expected to be achieved by simultaneous
activation of synergies. These tasks seemed manageable fiche ndings ob-
tained in section 4.1.3, because in these domains the synergerformance and
their mode of combination exhibit characteristics of functional compositional-
ity, despite all di culties. It was decided to perform these experiments without
contact friction. The networks evolved for the sequential and the parallel tasks
are calledC; and C, respectively and their values can be found in appendix?.
The C; (C;) network was given control over the P and the U° (L°and U9 syn-
ergy only. Section 4.2.1 summarises the evolution of th&C; and C, networks,
before section 4.2.2 shortly discusses the performance did evolved coordina-
tion networks, which gives hope for the principal practicahlity of functionally
organising complex behaviour.

4.2.1 Evolution

The evolution of the coordination networks proceeded much btter than the
evolution of the synergies (compare gure 14), and, most cdninly, much better
than an evolution of a monolithic network from scratch would have proceeded.
However, it has to be kept in mind that for the C, network, the diagonal line
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Figure 15: Left: The velocity curve (top) and the stimulation of the syn ergies (bot-
tom) generated by the C, network. Right: Trajectories produced by the C, network
in the top right quadrant, for which it was evolved.

| ld [« JiF [ [v [ v |
evolved 0.4475] 0.0165| 0.3539] 0.0662| 2:489% ° | 10172
hand{coded || 0.2820] 0.0299| 0.3155| 0.0366| 0.0037 | 3.912%& °

Table 5: Average performance in d (deviation from desired line length one),  (devi-
ation of the regression line angle from the desired orientation) and v (mean squared
deviation of data points from the regression line), as well as the variance from these
values, for the trajectories depicted in gure 15, compared to gure 13, right

drawing was only evolved for a part of the problem space. Fromthese quick
successes, it can be expected that other compositional taskof a similar kind
would have been as easy to evolve. Even if the synergies do naally represent
building blocks de ned in terms of the Euclidean space, the @&gree to which
they do seems to make the evolution of other complex behaviag within the
scope of possibility much easier.

4.2.2 Performance

As a rst remark on the performance of the C; and C, networks, the reader
should be reminded that they can only be expected to be as goaak the synergies
they coordinate. In the following, the evolved behaviours ad the way the
synergies are coordinated in order to generate them are surmamised.

For the parallel task, it was expected that the network solves the problem by
simultaneous stimulating the U° and L° synergy. Figure 15 (right) shows how
the C, network performs in the top right quadrant of the near space,and table
5 indicates its performance, which is remarkably better thax explicit coincident
stimulation (as in gure 13, right). Although the C, network does not have any

36



tance

Figure 16: Left: Two exemplary curves of how distance to the desired starting position
(green) and synergy activation (blue and red) evolve over ti me. Right: An exemplary
trajectory, the dotted line indicating a lifted pen, blue cr oss= starting position, blue
circle = start of drawing, red circle = desired start of drawi ng.

STG
‘ H d ‘ d 311((0")) ‘ S1(10)=S1(0)
evolved 0.2079| 0.0273| 0.2056| 0.0672
hand{coded || 0.2346| 0.0489| 0.3155| 0.0485

Table 6: Average performance in d (deviation from desired line length one) and %

(decrease of distance from desired starting position before starting to draw), as well
as the variance from these values for 50 random trials, in comparison to a hand{coded
network that initiates drawing after 4000 time steps. It see ms that the evolved network
is slightly better, although in general the performance is c omparable.

access to proprioceptive sensory data, the feedback inforation incorporated
in the evolutionary process is su cient to allow the evoluti on of a controller
that compensates up to a certain degree for the irregularites inherent in the
synergies. However, such a compensation can only be expedtéo take place
for irregularities that are independent of the somatosensry context.

Figure 15 (left) shows the velocity pro le of the arm (top), w hich is very
di erent from the one yielded by simple co{activation of the networks, result-
ing from the simultaneous, but not symmetric stimulation of the two synergies
(bottom). Since the C, network does not have any sensory data it could make
use of, this activity pro le is constant across starting positions.

For the sequential task, two principally di erent types of solutions could
be expected to evolve, i.e. solutions that make use of the seary input (i.e.
distance to desired starting position), or solutions that do not. The evolutionary
process came up with a solution that seems to detect if the armis standing
still and then initiates drawing. This tactic is generally c omparable to, or even
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slightly better than a hand{coded solution that switches to the draw signal after
4000 iterations regardless of the state of the arm (compareable 6). Figure
16 (left) shows two exemplary diagrams of how theC; network coordinates
synergetic activity, gure 16 (right) shows an exemplary tr ajectory.

In summary, the decent performance of both, theC; and the C, network, can
be seen as a pleasant surprise after the di culties encounteed in the generation
of synergies and gives cause for hope that the general enteipe, to coordinate
modules that generate functionally primitive behaviours from a higher level net-
work could be successful. Both networks do exhibit the expdged compositional
pattern, i.e. sequential or simultaneous activation of syrergies respectively. In
the parallel task, global irregularities in behaviour are mmpensated for, a fact
that alludes that in the generation of synergies, uniformity of behaviour is more
crucial than the actual quality of behaviour.
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5 Discussion

This section summarises (section 5.1) and evaluates (seot 5.2) the ndings
obtained within the scope of this project, pointing at possble directions for
future research.

5.1 Summary

A hierarchically structured modular CTRNN has been evolvedto master a com-
plex line{drawing task. It is inspired by the theory of strok e based trajectory
formation ([19, 10]), which assumes that complex handwrithg trajectories are
realised as compositions of strokes, where a stroke is a liregment charac-
terised (among other things) by a xed orientation. Followi ng Bernstein's idea
of a synergy, these strokes, referring to the Euclidean sp&c are thought to

be realised by lower level control structures that generatedirectly applicable

synergetic motor commands.

In the rst stage of the experiment such synergies have beenwlved to
draw lines in the four cardinal directions. At the margin of t hese experiments, a
network to position the arm at a certain spot was evolved. Duiing the evolution
of the synergies it became obvious that drawing a line in a xal direction, when
relying on joint angles as only sensory inputs is a task of hig non{linearity
which is in itself not easy to evolve. Furthermore, a side e et of the sliding
friction model in ODE (if the lower arm was dragged along by the upper arm it
tended to follow an exactly horizontal or vertical trajectory) interfered with the
evolutionary process and hindered the establishment of andive control of the
elbow joint. The resultant networks came short with respectto the task they
were evolved to perform in a number of ways. In summary, a reafransformation
from the sensorimotor space of the modules to the desired atract functionality
de ned in the Euclidean space did not take place. The competece the networks
acquired was rather a xed amplitude short term activation of one or both of
the joints sensitive to the initial position, upon reception of a signal, which
resulted in the generation of a line of approximately the deged orientation. The
performance of the synergies was characterised by a largenance of behaviour
across starting positions. The whole idea of using synergseas building blocks
for complex behaviour is built on sand if their behaviour is mot uniform, so
further experiments could be assumed to be di cult.
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Combining the activity of di erent synergies pointed out an important issue
that has to be taken into consideration when joining the actiity of separate
functionally distinct modules: The modular components hawe to be developed
for the purpose to be combined with other modules, i.e. theibehaviour should
not perturb or be perturbed by the behaviour of other behaviour generating
modules. An even more important point is that the experimenter should be
aware that, if di erent modules solve non{linear control ta sks, a linear relation
that exists on the task level cannot be transferred to the mobr level, a fact
that had been completely disregarded when developing the edrol architecture.
The di culty associated with combining simultaneous activ ity of synergies as-
signs another dimension of complexity on the parallel compsition of primitive
behaviours, in opposition to sequential behaviours.

In the second stage of the experiment, two networks were eveéd to perform
a sequential and a parallel complex task. Despite all di culties, these networks
evolved and performed well within the limits set by the architecture and the
performance of the synergies. In general, the compositiohactivity of these
networks followed the expectations. The network to performthe parallel task
achieved to compensate for global irregularities in the syargies by means of
asymmetric activation.

5.2 Conclusion

In this section, conclusions from the performed experimerg are drawn and
evaluated in a broader context. Section 5.2.1 critically dscusses design decision
that were made in the course of this project, and will suggestalternatives or
improvements. Section 5.2.2 reopens the chapter of a funahal organisation of
behaviour. Section 5.2.3 outlines some ideas for further s=arch that evolved
during the course of this project.

5.2.1 Discussion of the Experimental Set{Up

A number of design decisions that had been taken in the preséad experiments
deserve a critical revision. In the following, just some of hem will be mentioned:

The Robotic Platform. First and foremost, it should be considered, if a
simpli ed two{hinge{jointed arm model is a good choice for experiments
of the investigated kind. Synergies have been proposed as algtion to
the degree of freedom problem evident in natural organisms.A robotic
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platform whose behaviour is entirely determined by the chame of three
state variables (i.e. the three motor valuesMi.».3) and that can only
reach every point on the plane taking a single posture (no redndancy) is
perhaps not very suitable to make a point on the possibility to decrease
the complexity of a control problem by introducing function ally primitive
synergies as building blocks of behaviour. Turning the argment around,
such a simple problem domain may also not be suitable for the gneration
of synergetic movements. Perhaps a massive redundancy of ggible tra-
jectories to solve the stroke drawing tasks would have easetthe evolution
of the synergies, e.g. the arm could have evolved to take a \cuofortable
posture" before drawing a stroke or the like. This hypothess complies
well with ndings by Gottlieb et.al. [9] who have found an unexpectable
linear relation between muscle torques applied in shouldeand elbow in
empirical studies on grasping. They consider the possibily that out of
the in nite muscle activation patterns applicable to reach the same end
point, the brain may choose a \linear synergy" ([9], p. 2996) because it
is easy to learn. Another issue that should be considered isotintroduce
visual inputs of some sort into the system, which may ease thgeneration
of synergies whose functionality can be de ned in terms of tle Euclidean
space.

The Neural Network Controller. A very crucial shortcoming of this work
is the simple summation of synergy activity in order to yield complex
behaviour. The neglection of non{linearities in the contral did not turn

out to be very harmful in these experiments, but it has to be expected to
make itself noticed in the general case.

The Evolution. To gain better estimates of the straightness and angle of
the drawn lines, these quantities should not be computed on lie basis
of data points collected in regular time intervals, becauseit biases the
outcome towards line segments that were generated with the ran moving
at a low velocity. A possible alternative would be to lay a ne grid over the
plane and do the evaluation on the basis of grid squares thatre activated.
The quick{and{dirty variant of this technique would be only to record a
data point if it lies at a minimal distance to the last collect ed data point.
The relation between desired line length and stimulus time kould also be
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rethought: There is a tendency in the model to move the jointswith a bell{
shaped velocity curve, so perhaps the stimulus time shouldarrespond to
a desired period of linear acceleration, to meet this tendecy.

This critical discussion of the experimental set{up is surdy not exhaustive, but
probably it points out the most important cruxes in the experimental design.
Although some of the issues just discussed may not have beengalictable, the
author is aware that a diligent inquiry beforehand would probably have helped
to evite some of the problems that arose.

5.2.2 Synergies, Hierarchies and the Problem of Meaning

The idea of a high level process that controls and coordinate abstract units of

behaviour, which are then interpreted by low level control dructures sounds like

the paradise of the symbolicist who has lately realised thernpact of the symbol

grounding problem. The rst lesson to learn from the experiments performed
within the scope of this project is not that his dream is necesarily a mirage, but

that the high level coordination task may be the easier one tosolve, compared
to the task of the synergies, i.e. to \[transform] these proesses, which refer to
the Euclidean space, into synergic arrays of motor commandsdirectly usable

by the motor apparatus” ([19], p.97). The much quicker and eaier evolution of

the C; and C, networks, compared to the evolution of the synergies suppas

this thought.

A second point learned about functional compositionality is that simultane-
ous activity of synergies on the motor level has to be integrted in a way that
corresponds to their composition on the abstract functiona level, and that this
integration may also be a non{trivial problem. Given the strict informational
encapsulation of the di erent modules in the proposed archiecture it is not
quite clear how this problem could be resolved at all: The syergies do not
\know" what the other synergies are doing, and the coordinaion network does
not \know" about processes on the concrete motor level. In geeral, if any of
the processes or modules involved in the realisation of a coptex behaviour does
not strictly perform the way it is supposed to, the controller is back with the
problem of meaning. Funny enough, the experiments on motor guicalence that
are usually regarded as evidence for a functional organisetn of behaviour can
be employed to illustrate this point: If a rat's motor cortex is so heavily im-
paired that it rolls over at every step [17], how does any proess coordinating or
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combining synergetic activitiesknow about the impairments, their consequences
and how to substitute for them? Where is synergy functionalty de ned, and
how is synergetic function maintained?

It seems that what is missing in this picture is an even higherdevel process,
to wire up and constantly adjust the whole compositional arditecture in an
appropriate way, a process that \knows". This theoretical consideration gets
very well along with a review of empirical research by Weiss ad Jeannerod [27],
in which the authors survey di erent theories of complex handwriting, including
synergetic approaches, and quote di erent pieces of evida®, some in favour
of a certain position, others objecting it. They conclude wih pulling motor
equivalence to an even higher level, in that there are di erat ways in which
complex human motion can be organised, and that manners of gianisation are
applied as it is suitable for a certain purpose, or, to put it in their words, \motor
coordination is not the goal but a means to achieve the goal oén action" ([27],
p. 57) | which raises more questions than it answers.

5.2.3 Future Research

Taking the above mentioned points serious, there are severavays in which fur-
ther research could head. For example, further experimenti order to generate
real functionally stable synergies could be performed, adessing questions of
the evolvability of such primitive behaviours and the principles of dimensional-
ity reduction, e.g. to investigate the hypothesis on linearsynergies proposed in
[9], if the robotic platform for the experiments features mare degrees of freedom
and motor redundancy.

If the scienti c interest is more on the evolution of synergy coordination, the
time and e ort necessary to evolve synergies could be savedd the respective
modules could e.g. be substituted for the model presented ifiL0] (or its prede-
cessor models), which is capable of realising and combiningynergetic activity.
Because of the informational encapsulation of the high leveprocess, the evolu-
tion and performance of the coordination layer can be expe&d to be the same
regardless of the processes that realise the synergies. &uexperiments would
be very much in line with the experiments undertaken in this work, they could
investigate how synergetic motor coordination can be takerbeyond parallel line
drawing and drawing a straight line from a certain spot. Espeially the incor-
poration of sensory inputs in the coordination layer would gen a whole new
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world of possibilities.

However, having realised that motor coordination is not the answer to phe-
nomena like motor equivalence (compare section 5.2.2), butather part of the
question, if looking for an explanation of these problems, o the long run, it
will be inevitable to ask questions about the origins of synegies, the origins
of structure and the principles of functional primitivity. Unfortunately, the re-
ally interesting questions tend to be the really hard questons, too. In order
to investigate these problems, adaptive processes on eithethe evolutionary
or the ontogenetic time scale (or both), to set up and maintan a hierarchical
control structure that generates meaningful behaviour with respect to a certain
agent{senvironment{interaction would have to be included in the model. Such
an enterprise could quickly become a true colossus of a praje that does not
help in making the processes going on very transparent. Butfiit is not the
concrete motor organisation that matters in order for motor equivalence to oc-
cur, simpli cations in the complex control architecture could be performed to
compensate for complexi cation of the model in other dimengons. Turning to
the above mentioned experiments on rats nding their way through a maze in
spite of motor impairments, the model of Paine and Tani [21],that hierarchically
organises simple left turning and right turning synergies o follow a path could
be a starting point to investigate the principles underlying that behaviour, in
which problems of how to combine synergy in parallel and howa transform the
problem space in terms of the Euclidean space do not come up.
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